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Introduction
Jorge Freire:
Thank you very much, everyone, for coming. Welcome to this Digital Education Studio newsletter podcast. We are discussing generative AI in higher education. This is not something ahead of us in the future. It is already shaping how our students learn, how staff teach, how curricula are designed, and how assessment takes place, through both small and substantial innovations and adaptations.
To have that conversation, I am pleased to be joined by colleagues working on this from different but connected angles.
Paula Funnell, Academic Skills and Liaison Librarian, has been working on developing student skills and academic literacies through the AI for Student Learning and Research course. This supports students to understand generative AI, evaluate its limitations, and use it ethically.
On the staff capacity-building side, Karen Hudson, Innovation and Learning Manager, joins us from the Queen Mary Academy. She brings an educator development perspective through the Critical AI Literacy: Essentials for Educators course, which focuses on the safe, ethical, and pedagogically informed use of generative AI in teaching, learning, and assessment.
Jon Jackson, Senior Lecturer in Software Engineering and Management, joins us to share insights from his research and practice on higher-order prompting, including work with the Queen Mary Academy. This asks how we can use generative AI to support higher-order thinking without outsourcing student agency or critical judgement.
Finally, Joshua Eric Soane joins us as a student partner in an FMD and Queen Mary Academy co-created project embedding AI literacy within medical and dental education. This project is developing a generative AI literacy framework, using student experience to inform how the curriculum can catch up with how AI is already being used in practice.
We are here today to put the hype aside and ask what good generative AI practice might look like when we take student learning, staff confidence, ethical practice, sustainability, curriculum design, and assessment together.
I will start with a question for Karen and Paula. You have been working with students, educators, and curriculum teams, and have seen where these different groups are in their generative AI practice. What do you see as the biggest gaps in confidence, understanding, or safe practice that need to be addressed?

Where are staff and students starting from?
Paula Funnell:
From both the staff and student perspective, knowledge and use of AI varies dramatically. Some people are using it in many areas of their learning and work, while others remain very sceptical.
In terms of students, what I have seen is that they often use it to help them understand difficult concepts, summarise text, or check spelling and grammar. However, some students are using it for much more complex tasks. I have met students recently who are using AI to help develop their search strategies. That can provide a really good starting point, but, as with any use of AI, it is important that students do not rely on AI alone, because there are often errors or things that could be done better.
Student use of AI varies across the board. One of the gaps in confidence and understanding, and one of the reasons we developed the QMplus resource in the first place, was that students wanted to understand how they could make effective use of AI in their academic work, but also ensure they did not fall into academic misconduct.
A while ago, many students were quite scared to use AI at all, in case they used it in a way that was deemed inappropriate. Feedback from the QMplus resource suggests students have appreciated having a clearer understanding of how they can use it, and what they need to watch out for.
From my experience with staff, Karen will be able to say more, but when we first started running workshops a couple of years ago, many staff were only using AI occasionally or not at all. Now, when we ask the same question, the majority are using it either very often or at least sometimes. AI use has increased and become much more part of people’s daily lives, but there is still a wide range in how much it is used and how it is used.
Jorge Freire:
Thank you. Karen, from your perspective, how have staff been exploring generative AI and integrating it into their practice? Do you see any gaps that people are eager to address?
Karen Hudson:
Absolutely. I would echo Paula’s point that the picture across the institution is still very varied. At one end, we have some extremely creative leaders and innovators doing exceptional work, integrating AI into their curricula in ways that develop students’ ability to engage with it critically, effectively, and in discipline-specific ways. That is becoming a really important graduate attribute.
At the other end, we still have colleagues with thoughtful and well-reasoned concerns about the presence of AI in education, who are reluctant to engage with it on pedagogic and ethical grounds. Those pockets of resistance remain within the institution.
Alongside that, we have some impressive and creative teaching, learning, and assessment practice emerging. For example, there is a Level 4 marketing module where students collaborate across four different AI platforms to develop an AI-generated influencer marketing campaign. That module carefully scaffolds both AI-enabled and AI-free learning time.
Joshua is also bringing a strong example of innovative leadership in this space. That shows how important student partnership is in helping educators keep curricula in step with developments.
In terms of gaps, the key gap for me is that we are still working towards a shared foundational baseline of generative AI use and understanding across the institution. We need a common foundation for what it means to use AI safely, ethically, and pedagogically well.
That matters not just for staff, but because educators need that consistent foundation so they can teach students how to use AI responsibly. We know students are using it. We need to be sure they are using it well, effectively, and in ways that support their learning, rather than undermine it or allow them to offload it.
That is what the Critical AI Literacy course for educators was designed to address. I am currently refreshing that course. Several months have passed since it was released, and there have been technological and policy updates. We are refreshing it over the summer to ensure that all educators can meet that shared foundation.

What does responsible generative AI use look like?
Jorge Freire:
Thank you, Paula and Karen. It is interesting that generative AI seems to be weaving into core tasks and practices for both students and staff: information literacy, searching, academic writing, assessment preparation, and then broader integration into a portfolio of technologies and social practices that develop a range of skills.
It is not a simple picture of just bringing something in. Thank you for mapping the gaps so clearly. It gives a useful picture of current practice, what people are exploring, and the different levels of integration and confidence across the institution.
I would like to hear from Josh and Jon. You have both been doing research and practice that is future-looking in terms of what teaching, learning, and assessment can become by addressing the challenges and opportunities generative AI brings.
We often hear that students and staff should use generative AI critically and ethically, but what does that mean in day-to-day teaching, learning, and assessment?
Jon Jackson:
Thank you for the question. The first point I would make, especially on the ethical, privacy, and legal side, is not to use generative AI or public tools for sensitive data. People are still getting caught out with that. External public tools are often very good, but we need to remain careful and vigilant about not uploading student data, student work, or other sensitive information to them.
At the time of speaking, we have Microsoft Copilot paid for, but pretty much everything else is considered an external tool.
In terms of criticality, the first question is: should I use it? Do I need to use it? Experimentation is great, but there are contexts where it may not be appropriate.
There is also a difference between learning and productivity. Context-specific use is key. Different disciplines and use cases vary significantly. In arts or creative contexts, I would understand and even support refusal to use generative AI in certain circumstances. In software engineering, it is radically different. Agentic AI coding tools can enable software engineers to complete tasks in a matter of hours that might have taken several days five years ago. It is difficult to argue against that productivity, although there are still ethical concerns.
We also each need to figure out our personal stance. Ethics is both cultural and personal. There are tools I would not use because I have drawn a line, and I do not think the benefits outweigh the downsides. Enabling students and staff to draw their own lines, understand how different tools work, and define their own boundaries of acceptable use, based on a genuine understanding of the technology, is critical.
Joshua Eric Soane:
Jon made some really good points about experimenting with AI and finding your own boundaries. We have seen students doing that a lot. AI has been around for a few years now, and as students progress through university, they encounter more of it and become more comfortable using it.
When we surveyed medical and dental students, 93% of a representative sample said they used AI regularly in their work. That was not surprising. It is exam season at the moment; if you walk into the library, you will see AI use everywhere. For medical and dental students, you are also seeing it in clinical practice, around hospitals, and seeing doctors use it in front of you. Whether that is ethical is another question.
The reality is that many students have already crossed the boundary of deciding whether they want to use it or whether they are comfortable using it. They are already quite deep into that use. The question is how we, as a university, catch up with that and support students, while avoiding academic misconduct and inappropriate uses.
Everyone will have their own ethical boundaries about whether AI should be used in areas such as patient care and clinical questions. But for medical and dental students, it is specifically about understanding how to weigh up the information they are given and how to use it without replacing their own thought process. It can act like a second brain to support what they are doing, but they need to weigh up what they want to use and what they do not want to use.
They also need to identify issues such as hallucinations. ChatGPT says that it can make mistakes and that users should check important information, but in reality that often does not happen. Safe and ethical use is about giving people the skills to know when they should question what they are getting from AI, and how to put the right things in to get more useful outputs.
That comes from understanding how the tools work, how to weigh up evidence, and how to look for signs of mistakes. We are already seeing a lot of responsible use. Students use AI to explain concepts, and some may get more from that than from attending a lecture. We know from pedagogical research that students learn in different ways: visually, by hearing, by teaching others. If AI can be integrated into different ways of learning, that can be positive.
Traditional lectures do not work for every student. If AI can offer an alternative, that can support students, particularly those who are neurodiverse or have other accessibility needs and may not learn well in a traditional lecture format.
The key point, particularly in learning and assessment, is that people need the skills to weigh up what they get from AI and understand the limitations of what they should put into AI. I have seen clinicians on hospital wards putting patient data into AI models that are not secure. That breaks data protection principles, but the reality is that it is happening. If medical and dental students see seniors and colleagues doing that, it may follow through.
It is important to get in early and make clear what is not acceptable use. Everyone will have their own boundaries, but there are clear limitations we can set out to make sure people use AI ethically.
On the point of ethics, we were surprised by how often students raised environmental concerns. We did not expect to hear that so much in relation to generative AI, but it came up more than expected. Students were concerned about CO2 production, electricity use, and particularly water use. There is misinformation around some of this, but it has shaped students’ views of what is and is not an ethical use of AI.

Curriculum, assessment, and positive friction
Jorge Freire:
Thank you both. Across your answers, and Paula’s and Karen’s, there is a picture of careful ethical adoption and the need to scale up proper use of generative AI. Not as a consumer technology, but as something that integrates with professional demands, ethical considerations, policy, compliance, and existing ecosystems and infrastructures.
I want to introduce a challenge here. Jon, from what you mentioned about what agentic programming can do, we get a snapshot of how generative AI allows us to do things more quickly, more efficiently, or in ways that were not previously possible.
If that potential is there, how do we avoid designing curricula, teaching and learning strategies, and assessments that no longer align with what students can now do? For example, asking students to summarise and articulate previous research may have made sense ten years ago as a proxy for understanding. But if that can now be done very quickly, what should we ask instead?
Jon, perhaps you can start, given your work on curriculum and assessment design. What are the challenges, and where do you see the direction of travel?
Jon Jackson:
It is an interesting point. You mentioned friction, and positive friction in education may be what we need to focus on. Friction that makes educators’ lives harder is concerning, but overall I think there is a major opportunity.
It is a chance to refresh and redesign. It is a challenge, and it is a bit scary, but I think the only way to tackle it is through a positive approach rather than trying to ban or outlaw these tools and technologies, which is often unenforceable. There are contexts where exams under exam conditions remain appropriate, and those are still important. But in terms of redesigning curriculum and assessment, I would say we need to focus less on the product and more on the process.
There is a movement around process-based assessment. It is difficult, but it is important. Rather than only marking an essay, for example, students might submit iterations of the essay and evidence of how they developed it. That does not solve the problem completely, because students can still mock up the process using generative AI, and there is a risk that it becomes performative. But if we create the conditions for transformative education to happen, I think that is our duty.
One example we have rolled out is a collaborative process-based essay assessment. Students worked in pairs on an essay, as they would in academia or other collaborative work. The process-based element required them to provide an initial outline and two iterations, with evidence of how those iterations developed, through comments, revisions, and so on.
That led to some very good examples. Some were more performative, and it will be difficult to get away from that entirely. But by increasing the chances of uncovering the process, we make the thinking more explicit. It helps students understand why they are doing things and focus more on the process. That can lead into metacognition and help them understand how they learn and how they build products.
In terms of agentic AI, I think it remains an open problem. In software engineering, we have a major issue around sequencing. It probably would not be wise on day one to show students how to create a full-scale web application with a database in half an hour using GitHub Copilot, because that might undermine a lot of the learning they still need to do.
Industry and workplaces are also evolving. Many are using agentic AI and generative AI, but some are changing their approach. Anecdotally, there has been aggressive experimentation over the last couple of years, with an emphasis on using all the tools as much as possible. Now some organisations are starting to dial that back because of cost and complexity. On the educational side, we are trying to prepare students for something that is still moving.
Jorge Freire:
Thank you, Jon. Karen, you mentioned an interesting example from marketing and its careful activity and assessment design. From your perspective in the Academy, where you work with programme-level assessment, quality assurance, and educator development, how do you see things changing? How do you see the need for change, given that the way we work, live, and explore knowledge is now different from two, three, or four years ago?
Karen Hudson:
I cannot promise to be quick, but I will try. I think it is now safe to assume that most students are using generative AI in some form to support their learning. We are currently looking forward to the results of a Students’ Union study on exactly that, and I will be fascinated to see what it shows.
What this means is that we need to think about how generative AI sits across the whole curriculum and the whole learning design. It is no longer an add-on that can be bolted onto existing curricula and module design.
Educators need to be explicit about where it sits in learning outcomes, how it connects to professional practice in different disciplines, and how they can support students to develop the knowledge, skills, and judgement needed to use it well and appropriately within their disciplines.
We also need to take its limitations seriously: bias in training data, lack of representation, and lack of reliability. Learning needs to be designed so that students engage with those limitations critically, rather than using AI unthinkingly as if it were an authoritative source.
In assessment, I think the focus needs to shift strongly towards validity and integrity. Not necessarily in the sense of locking everything down, although, as Jon said, there may be instances where that remains appropriate. Rather, we need to make sure we are assessing what is really important for students to know and be able to do.
That will mean redesigning some assessments, being clearer about when and how AI can be used, and creating tasks where students need to demonstrate judgement, decision-making, and critical engagement, either with AI or explicitly without it, when that is the most appropriate route.
At the same time, there are things we need to protect, particularly around student thinking, original authorship, and students’ intellectual and personal development.
We also need to consider that some academic and professional practices may be becoming outdated. They may no longer be relevant in the workplace in the same way if they can be safely and easily outsourced to AI. For me, this is less about a single shift and more about a longer-term, whole-system rethink of curriculum and assessment design in light of what AI now makes possible.

Student-led disruption and independent learning
Jorge Freire:
Thank you, Karen. That is a clear perspective. It is useful to see the curriculum-level view of where changes might come, and what we need to protect.
Josh and Paula, I want to put this as a provocation: generative AI is a student-led disruption. Higher education did not necessarily welcome it easily. A lot of what happens, regardless of how we design curricula, adapt, innovate, and build capacity, will be led by how students learn when they are by themselves: independent learning, guided independent study, and assessment preparation.
You both bring deep knowledge of students’ lived experience, practical experience, and research and practice in this area. What do you see as the opportunities and challenges here? What insights do you have from your knowledge of students’ lives and learning practices?
Joshua Eric Soane:
I think the fact that it has been a student-led disruption is one of the best things about it. It gives us an opportunity to learn from students who have innovated their own ways of learning by integrating AI.
Students have different levels of competence in using AI for different purposes. As Karen said, there are many uses: research, summarising concepts, helping with assessments. But what is clear from our research is that confidence is largely driven by how much people have used AI themselves. It is not really driven by formal training at the moment.
No matter how much formal training we give students, it is whether they use it, experiment with it, and play around with it that will drive how much they want to use it and how useful it will be for university and later careers.
What was also interesting is that, regardless of how much training students had done or how confident they were, they still wanted the university to be involved in setting standards for AI. They wanted formal teaching around AI, and that was consistent. Staff also wanted formal teaching for students.
Although a lot of students may be ahead of their teachers and academics in terms of using AI, there is still demand for formal guidance and teaching. That will need to take different formats for different people.
Many students were concerned about a heavy-handed approach to AI. They do not want strong compulsory AI learning, outright bans, or someone teaching them how to use AI in ways they already understand. One concern students raised was that some lecturers struggle with PowerPoint and basic computer systems, so they rightly asked how those staff would teach them to use AI. Many students have grown up with AI and have spent their time at university using it.
There is a recognition that students are often experienced and confident with AI, though not all of them. In our work, we asked about six domains of confidence, and in every one of them students were more confident than staff in using AI, which is unsurprising given the extent of their use.
But I would emphasise that no matter how confident students were, they still wanted AI learning and some formal structure within their education. They just wanted it to be done in a way that is not too heavy-handed, does not force it on them, and does not teach them things they already know.
There is a lot to be learned from students, which is why we value co-creation in the FMD project. We know students are using AI for exams, to summarise lectures, to help write dissertations, to write reflections, and for many other things. The question is what we can learn from how students are using it and how we can integrate that into the curriculum.
In assessment, particularly in medicine and dentistry, there has been significant discussion. Many assessments are closed book for good reason. When teaching doctors, you need people who have information in their heads and can make decisions quickly, without support or aid, because that reflects clinical reality. In that sense, we need to protect assessments.
But we can also look at clever and seamless ways to integrate AI. One student made a strong suggestion for OSCE exams, which are practical clinical exams in medicine: include a scenario where a patient says, “AI told me something different,” or “AI told me your diagnosis is wrong.” That becomes about communication skills, how to manage that consultation, and how to balance the growing use of AI in the world with clinical understanding and professional judgement.
Jorge Freire:
Thank you, Josh. Those are future-looking and innovative challenges for practice.
Paula, learning by investigation, independent learning, academic writing, referencing, and academic integrity are all part of the classical remit of the library. Generative AI transforms how people research and write. From a practical perspective, how do you see your work, and the way students learn independently, changing? What challenges are you working to address?
Paula Funnell:
In terms of independent learning and study, AI can provide opportunities for more personalised learning. Students can use AI to help them create learning plans.
They can also use AI as a study partner. In the same way that you might have a discussion with a peer or colleague, students can have a discussion with AI to bounce ideas around, ask it to question them, or get it to make provocations that they can then think about independently.
There are many potential opportunities for AI to support independent learning. But the key thing, and one of the main things we can do in the library, particularly in the Academic Skills team, is support academic integrity and the development of critical thinking.
Developing students’ critical thinking skills is even more important with AI because of the problems around hallucinations, made-up information, and incorrect information. I think there will be a shift away from simply saying, “This is where you find information,” towards, “This is what you need to do with the information when you have found it.”
Students need to know how to critically evaluate outputs and what questions to ask themselves about the tool they are using and the output they are getting. Is there potential for bias? Do we know where the information came from? Does it give sources? Are those sources reliable and relevant?
Encouraging students to be critical and carefully evaluate anything they do with generative AI is a key part of our role moving forward.

Closing reflections
Jorge Freire:
Thank you very much. It is good to see the threads coming together and to hear a shared language emerging. Thank you all for the conversation, for your answers, and for sharing so much of your practice.
The main message I was hoping to draw out was around careful, critical, and ethical adoption: weaving the challenges, opportunities, and changes brought by AI into our existing skills and practices. Not everything will be different or new. But perhaps the level of demand is shifting: from “How can I do this?” towards “How can I evaluate this?” and “How can I develop criticality?”
It has also been useful to hear how these changes might operate from the curriculum level through to day-to-day teaching, learning, and assessment, from both student and staff perspectives.
Thank you again for contributing to this ongoing conversation.
Joshua Eric Soane:
Thank you very much. Thanks for your time.
Paula Funnell:
Thank you.
Karen Hudson:
Thank you.

